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Dynamical Systems Control:
Challenges



Challenges in Dynamical Systems Control

Optimal Control Problem Challenges!

Dynamics: 0;x (z,t) = P [x, u] (z,t) ) -

Objective: min, J (1) = foT c(x(t), u(t))dt o Partial observability (PO) and delays
o Controllability

e Sampling complexity

Example e Robustness

P is the Navier-Stokes operator o High dimensional hidden state space X

Harion: _ 2 2

Energy criterion: c(x, u) = [|x[|* + [|ul| o Extremely large degrees of freedom (sensor
placement, actuators, amplitude,

optimization problem). No benchmark

Rigorously

e Control problem with continuous time

Cylinder flow drag reduction. Partial observation through sensors. and infinite state space (Re|axed
Stochastic Control)

1 Viquerat et al. "A review on deep reinforcement learning for fluid mechanics: An update”, AIP Publishing (2022)




Controlled Kuramoto-Sivashinksy (KS)!-2

Controlled KS: 9;x (z,t) + x (z,t) Oxx (z,t) = —02x (2, t) — Otx(z,t) + (¢, u) (2, t)

x(z+ L, t) =x(z,t) and (z,t) € [0,L] x [0, T]
Control term: (¢, u) = 37 1 Uifyr(u;.02)

A A A B, =

100

C 1\ T pru(z,t) 8
— ‘S VAN 1
0 L 60
. . . . . bt 0
¢ define a given gaussian mixture, u is unknown
40
Properties -
. . 20
e Spatio-temporal chaos, 4th order non-linear -2

e Equilibria, relative equilibria, symmetries
e 4 equilibria x2(z) = 0, x}(2), x2(2), x3(2) a0 60 80 100

x

Evolution of the Kuramoto-Sivashinsky equation with L = 100

Ly, Kuramoto. " Diffusion-Induuced Chaos in Reaction Systems”, Progress of Theoretical Physics Supplement (1978)

2G.1. Sivashinsky. " Nonlinear analysis of hydrodynamic instability in laminar flames—I. Derivation of basic equations”, Acta Astronautica (1977)



Controlled Lorenz!

Orx1 = 0(x0 — x1) +
Controlled Lorenz: § 9,x; = x1(p — x3) — xo + U

Orx3 = Xx1X0 — 3x3 + U3

Control Term: v = (uy, un, u3)

Properties

e Chaos, instabilities, symmetries

e Equilibria x?, x2, x2

e 0=10,p=28, =% (Lorenz 63")

Attracteur de Lorenz

LT, L. Vincent, J. Yu. " Control of a chaotic system”, Dynamics and Control (1991)



Partially Observable Markov Decision Process (POMDP)

Dynamics

Oix(z,t) = Px,u](z,t), x(,t) € L2(X) and u (-, t) € L2 (U) for any t € [0, T]
Spatial Discretisation

L2(X) ~ x> L2(U) ~UW

Temporal Discretisation

[0, T] ~ (ké)nggn

Continuous operator — Discrete! operator: x| — P(xk, ux), xx € Xdx gy e Yu

LThe same notations (operator, time horizon etc.) as the continuous time framework will be used for the discrete time framework.



Partially Observable Markov Decision Process (POMDP)

Dynamics

Oix(z,t) = Px,u](z,t), x(,t) € L2(X) and u (-, t) € L2 (U) for any t € [0, T]
Spatial Discretisation

L2(X) ~ x> L2(U) ~UW

Temporal Discretisation

[0, T] ~ (ké)ogkgn

Continuous operator — Discrete! operator: x.. 1 = P(xy. t), xx € Xdx gy e Yu

Generalisation: Partially Observable Markov Decision Process (POMDP)
Xir1 = P (Xk, Uk, k) Mk ~ N(0,0714)
Yie1 = Q (Xk) + e ex ~ N(0, led)

with X ~ N (xe7 agld).
Q: observation operator.

LThe same notations (operator, time horizon etc.) as the continuous time framework will be used for the discrete time framework.



Modeling as a Markov Decision Process (MDP)

State space X, control space U, observation space )

+ Xk
Random Dynamics
P (dxk+1 | (xk, ux)) — probability on X given (xi, ux) € X xU /]
/ M(es)
Random Observation
Q (dyk | xk) — probability on Y given xx € X %
‘-.‘/ Xip1 = F(Xi) +
Random Control A

7(du | yx) — probability on U given y, € Y Supp(P.ss)

Transition Kernel P



Modeling as a Markov Decision Process (MDP)

Trajectory sampling

State space X, control space U, observation space )
Random Dynamics - ‘,"
P (dxgr1 | (xk, ux)) — probability on X' given (xx, ux) € X xU ' 4 o x‘
Random Observation & Y

iy . Policy updat g
Q (dyk | xx) — probability on Y given xx € X | ol wdte 7,

N

Random Control //4&
7(duk | yk) — probability on U given y, € Y /’

Policy gradient iterations to solve
argmin_ E™ [ZLO c(Xk, Uk)]

Controlled Hidden Markov Chain
pPT (dXodUodyoXmdul .o dXT) = :DX0 (dXo) Q (dyo | Xo)ﬂ' (C/Uo | yo)P (Xm | X0, Uo)
Q(dyr | x1) m(duy | y1)--- 7 (dur—1 | y7—1) P (dx7 | x7—1, UT_1)



Maximum Entropy:
Noise Robustness



Robustness: Maximum Entropy and Flat Minima

Maximum Entropy in Reinforcement Learning
argmin, E™ [Z,(TZO 1 Xcl> — aH(m(du | Xk))|, «>0, H : entropy

Observations

e Better exploration
e Robustness

e Flat minima and optimisation regularity (recent work: Ahmed et al. ICLR (2019)!)

LA. Ahmed et al. " Understanding Flat Minima in Neural Networks", ICLR (2019)



Robustness: Maximum Entropy and Flat Minima

Maximum Entropy in Reinforcement Learning
argmin, E™ [ZLO | Xel|? — aH(m(du | Xk))|, a >0, H: entropy
Observations

e Better exploration

e Robustness

e Flat minima and optimisation regularity (recent work: Ahmed et al. ICLR (2019)!)

Questions:

Why does entropy improve robustness? Why does entropy regularise the optimisation landscape?
Objective

Understanding robustness-entropy-regularity synergy

Hypothesis
Entropy — Policy Complexity

LA. Ahmed et al. " Understanding Flat Minima in Neural Networks", ICLR (2019)



Excess Risk Under Noise

Partial Observability
Xir1 = P (Xi, Uk, 1)
Vit = Q (Xk) + ek ex ~N(0,021y)

Notation
When e =0 — PT

When € #0 — P™€



Excess Risk Under Noise

Partial Observability
Xiv1 = P (Xi, Uk, i)

2 (2)
Yie1 = Q (Xk) + ex ex ~ N(0,014)
Notation
When e =0 — PT
When € #0 — P™€
Rate of Excess Risk Under Noise
. J'n’,e o J7r
RT = 3
Jm (3)

with J7¢ = BT [ 7¥ X4



Training with different temperature levels o

Objective
w5 = argmin, BT [0 [IXk]2 — oH(x(du | Xe))|, a>0

Initial condition Xo ~ N(xZ,02) and 7 (-|Xk) ~ Na, (1t0(Xk), 05 1)

Goal control x, — x? =0



Training with different temperature levels o

Objective
w5 = argmin, BT [0 [IXk]2 — oH(x(du | Xe))|, a>0

0.0200

Initial condition Xo ~ A(x2,02) and mo(+|Xk) ~ Nay, (116(X), 0o I, ) 00175

0.0150
Goal control x, — x? =0
0.0125
Hypothesis Qo000
With a > 0 the policies 7, are more robust than 7_, 0.0075
. 0.0050
Experimental Plan
0.0025
e Fix 5 entropy levels (v 0.0000
0 100 200 300 400
e 10 trainings for each (v for 2m of iterations with the system optim. step oo

. (X decreases linearly during optim
e (X decreases linearly

e Study of the regularity of 7 and its robustness



Evaluation of the policy with noisy observation

L — s .
Hypothesis — Y(@) =Y *o(z) +€(2)

0
* . . e €(2) ~ N (2, 0°

e /0 — J7¢ 2 (noise impacts perf) AQUQvaQ_, (2) ~ N(z,0?)
. 0 L

a>0 — R™*N, (robustness) Norsy observable

Experimental Plan

o Test w} with different noise levels e on Y

gyt with J© = E™ {Z,(TZO ||Xk||2}

e Compare J™ ¢ according to J™ ie. R™ = T

and J™ ¢ same quantity evaluated
with noisy observables



Observation noise robustness by Maximum Entropy

Lorenz o . ot
Experiment ° ' i
7“zvra

e Evaluate 10 models &, for each value of (¥

e Total : 50 models 07, -LLLu

° V@jw evaluate 200 trajectories until T Y e
Results .

. |

e Noise € increases globally the cost J™ i

e KS and Lorenz: o = 0 noise sensitive . M -

e KS: .y noise sensitive '

Variation == . Each bar block : noise intensity €.

Colors: o = 0 (black), & > 0 (blue), ctmax (red)

10



Complexity measures!

Complexity Measure
M: S M — R+

M(7) measures the complexity of the model 7

Robustness Measure
R™ < f(M(r))
where f is an increasing function

Objective
Identify proper complexity measures for robustness

g Neyshabur et al. " Exploring Generalization in Deep Learning” NIPS (2017)

11



Complexity Measure: Lipschitz Upper Bound

Lipshitz Bound
mo(+|Xk) ~ Nay, (116(Xk), O, ey, )

If g (x) = (0100/_10...001) (x),
Lips(ue) < TTi_y Lips (o7) =TT ll6:]]

where 6; weight matrix i.

12



Complexity Measure: Lipschitz Upper Bound

Lipshitz Bound
7o (-1 Xk) ~ Nay, (116(Xk), O, let, )

If g (x) = (0100/_10...001) (x),
Lips(ue) < TTi_y Lips (o7) =TT ll6:]]

where 6; weight matrix i.

Lipshitz Complexity Measure

o M (o) =TI, 1I6i]

M (7g) =TTy 1651
Colors: o« =0, a > 0, max
Top: Lorenz, Bottom: KS

Result

Low M(7) corresponds to low R™

12



Conclusion and perspectives

Hypothesis
Entropy — Landscape Regularisation Already observed in (Ahmed et al. ICLR, 2019)

Entropy +— Robustness «+— Policy Regularisation 6,
Remarks

e For amax we lose robustness because we no longer solve the same objective
e Lorenz (fully observable) does not discriminate policies (because deterministic solution?)

e Other complexity measures M (e.g. Fisher Information) are defined in the article

Perspectives
Formal link between robust-RL and maximum entropy

13



